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ABSTRACT

Silent pauses are a pervasive feature of speech, but
one that has not received much attention in the
context of atypical populations. We investigated the
use of silent pauses in conversations between dyads
of autistic as compared to non-autistic adults.
Previous research on silent pauses in Autism
Spectrum Disorder (ASD) is limited to three studies,
with contradictory results. We found many
similarities in silent pause use between groups, but
also a robust difference, as autistic speakers produced
more long silent pauses. We also investigated the
effect of filled pauses on the duration of subsequent
silent pauses. While we found no group-level
difference, we were able to replicate, but also qualify,
the previous finding that uhm precedes longer silent
pauses than uk. This study hence 1) is a substantial
contribution to our understanding of conversational
behaviour in ASD and 2) extends important previous
findings on silent pauses in the general population.
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1. INTRODUCTION

Silent pauses feature in the majority of spoken
utterances, and they are particularly prevalent in
conversational speech. While there is a solid amount
of general research on the topic, and in the context of
second-language speech in particular [1, 2], very little
is known about the use of silent pauses in atypical
populations, such as in the speech of persons
diagnosed with Autism Spectrum Disorder (ASD).

Previous work on silent pause use in ASD seems
to be limited to three studies comparing autistic
speakers with matched controls (CTR), with
contradictory results. In [3], fewer silent pauses in
picture book narrations by English-speaking autistic
children are reported. In contrast, [4] report a higher
rate of silent pauses in interview-style conversations
between experimenters and English-speaking autistic
adults. Finally, [5] found equivalent silent pause rates
for autistic and matched non-autistic adults in a
sentence repetition task.

Crucial differences in the age of participants
and/or speech material make comparison with our
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own data difficult in the cases of [3, 5]. As these
confounding factors are less of a concern regarding
the work by [4] (age range and speech data being
similar to our own), we will focus on this latter study
for comparison with our own findings.

The authors of [4] report a higher rate of silent
pauses in autistic adults compared to non-autistic
controls, but did not examine any silent pauses with a
duration of under 2 seconds. The authors provide no
specific reasons for using this extremely high cut-off
point, only stating that “this was done in order to
ensure that we excluded normal prosodic pauses” (p.
138). We can further call into question the sheer
utility of such a threshold from a pragmatic—analytic
point of view, as employing it entails excluding
almost all silent pauses in a given data set; speakers
from the control group in [4] in fact did not produce
any silent pauses longer than 2 seconds.

For this study, we separately analysed 1) silent
pauses of any duration, 2) a subset of silent pauses
over 2 seconds in duration (for comparison with [4])
and 3) silent pauses of 700 ms or longer (a subset of
1) and a superset of 2); see Section 3.3 for rationale).

In addition to simply comparing the rate and
duration of silent pauses, we decided to also probe for
other potential group differences in the form of the
distributional characteristics of silent pauses.
Specifically, we investigated which effect the lexical
form of a preceding filled pause (“uh” or “uhm”) had
on the duration of the following silent pause.

This is chiefly inspired by the highly influential
work in [6] comparing the use of uA und uhm in
spontaneous speech. The authors claim that there is a
considerable difference in the average duration of
silences following u/ as compared to uhm, with uhm
preceding silences of at least twice the duration of
silences following u/. In a comparison of autistic and
non-autistic children, [7] confirmed this effect for
their CTR, but not their ASD group.

While [6] also showed, in a binary distinction, that
silences following “lengthened” productions of both
uh and uhm were considerably longer overall, the
duration of the uh vs. uhm tokens themselves was not
controlled for. In fact, to our knowledge, none of the
subsequent papers examining this phenomenon
involved an analysis that systematically controlled for
the inherent average duration of u/ and uhm.
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This is a serious concern since, in our dataset at
least, uhm is considerably longer (521 ms) than uh
(329 ms) on average . Thus, it is important to establish
whether and to what extent the effect ascribed to a
difference in filled pause type (nasal vs. non-nasal) is
in fact simply due to filled pause duration,
independent of whether a final nasal was present
(which for simple reasons of physiology and
acrodynamics increases the likelihood of longer
durations). We thus attempted to replicate the
relevant effect while controlling for the confound of
filled pause duration, all in the context of
investigating differences between the ASD and CTR
groups in our data set.

2. METHODS
2.1. Material and subjects

We analysed data from a corpus of approximately 5
hours of semi-spontancous (Map Task) speech
produced by 28 German adults [8—10]. Dialogues had
a mean duration of 20 min. overall (SD = 12’; range:
9°—49’), and they tended to be shorter in the ASD
(mean=15"; SD =7’; range: 9°-30") compared to the
CTR group (mean =26’; SD = 15’; range 13°-49).

Half of the participants (ASD group) had been
diagnosed with ASD, the other half (CTR group)
were matched for age, gender and verbal IQ.
Dialogues took place in disposition-matched dyads,
that is, both interlocutors in a dyad either did or did
not have a diagnosis of ASD. We collected Autism
Spectrum Quotient (AQ) scores for all participants
and found that all ASD subjects scored above the
suggested threshold of 32 points and all CTR subjects
scored below the same threshold [11, 12]. Differences
between groups were confirmed using Bayesian
modelling (see below).

2.2. Data and methods

All dialogues were manually transcribed using Praat
[13], and annotations were divided into either
silences or inter-pausal units (IPU) of speech with a
minimum duration of 200 milliseconds [2, 14, 15].
The corpus contains a total of 3473 silent pauses.
Portions of dialogue that contained only audible
breathing, clicks, and similar noises were counted as
being part of silent intervals. In contrast, all other
speech sounds, including filled pauses, were counted
as being part of IPUs. While we acknowledge that
most such “silent” pauses are not completely silent
from a strictly acoustic perspective [16], we chose to
adhere to the conventional definition outlined above,
since the main aim of this study is to enable
comparison with the (sparse) previous literature on
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silent pauses in ASD as well as with the more general
literature on the topic.

For the analysis of silences following filled
pauses, we investigated all 1027 filled pause tokens
in the data set, as well as their surrounding linguistic
context (see [9] for a full analysis of filled pause use
in this corpus). If filled pauses were followed not by
any period of silence, but instead directly by another
utterance (by either of the interlocutors), we assigned
the following silence a duration of 0.

We used Bayesian linear modelling for statistical
analysis [17-19]. All code, scripts, model
specifications and data frames are available in the
OSF repository at https://osf.io/bph2t/.

3. RESULTS
3.1. All silent pause tokens

The mean duration of silent pauses was close to
identical across groups, with means of 677 ms (SD =
563) for the ASD and 628 ms (SD = 527) for the CTR
group. The mean rate of silent pauses was exactly
identical across groups, with a value of 12.2 silent
pauses per minute. A dyad-specific analysis of silent-
pause rates also gives no indications of ASD-specific
behaviour; see Fig. 1. Note that there was a
considerable degree of by-dyad variability and
overlap between groups, not only for this analysis, but
also all of the ones described below.

Pauses per minute by dyad

M ASD CTR

Figure 1: Rate of silent pauses by dyad and group (ASD
in blue, CTR in green).

3.2. Silent pauses >2 seconds

To allow for a direct comparison with [4], we
separately analysed a subset of all silent pauses with
a duration of over 2 seconds. Silent pauses of this kind
were very rare in our corpus (73 tokens, or 2%, of the
total 3473). The number of such pauses produced by
each dyad ranged from 0 to 13.

The ASD group produced a higher mean rate of
long silent pauses (>2 s) per minute (0.33; n = 34)
than the CTR group (0.21; n = 39); see Fig. 2. Given
the low overall number of instances, a more intuitive
way of stating the same observation is that a
20-minute dialogue (average duration) would
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typically contain 7 long pauses (>2 s) in the ASD
group and 4 long pauses (>2 s) in the CTR group.

Bayesian Poisson regression suggests that this was
a robust difference between groups (meanf| =-0.12;
95% CI [-0.23, -0.01]; 0 ( > 0) = 0.97). However,
the proximity of the higher end of the credible interval
to zero and the very low overall number of
observations are reasons for exercising some caution
in the interpretation of these data.

Figure 2: Rate of silent pauses >2 s in duration, by dyad
and group (ASD in blue, CTR in green).

3.3. Silent pauses >700 milliseconds

For a more reliable and representative metric of
“long pauses” in dialogue, we proceeded to use a
lower cut-off value, at 700 milliseconds. We chose
this particular threshold mainly because it clearly
exceeds mean pause durations in the data set used
here (646 ms across groups) as well as in previous
work [2, 14, 20]. Additionally, the same value has
been used for categorising long silent gaps between
speakers [10], based on the findings that gaps of 700
ms or longer are perceived as unusual by listeners and
often cue repair initiations or mnon-affiliating
responses [21-23]. As the difference between within-
speaker pauses and between-speaker gaps structurally
lies only in who takes the following turn, these
findings further support the use of a 700-millisecond
threshold for silent pauses.

Using this cut-off point leaves far more
observations for analysis (n = 1052) and will
therefore also yield more robust and reliable results.

The group rate of silent pauses >700 ms was
higher for the ASD group (4.02) than for the CTR
group (3.52); see Fig. 3. Although this group
difference is not very large, Bayesian negative
binomial regression shows the effect to be robust,
confirming that the CTR group produced a lower rate
of long silent pauses (=700 ms) than the ASD group
(mean] =-0.5;95% CI[-0.9,-0.1];0 ( >0)=0.98).

Thus, we can conclude that autistic dyads
produced more long silent pauses than non-autistic
dyads, independently of the exact cut-off point used
to define a “long” pause, although no difference
between groups was found when tokens of any
duration were taken into account.
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Figure 3: Rate of silent pauses >700 ms in duration, by
dyad and group (ASD in blue, CTR in green).

3.4. Silent pauses following X Ks. XK P

The effect of uh and uhm on subsequent silent
pause duration was equivalent for the ASD and the
CTR group overall, as uhm was followed by longer
silences in both groups and for all analyses. We
therefore report results across groups below.

When disregarding filled pause duration (as in
previous studies), we found a clear difference in the
mean duration of following silence according to filled
pause type: silences were on average 355 ms longer
following uhm (mean = 541; SD = 1056) than
following uh (mean = 186; SD = 517). We further
calculated the proportion of filled pauses followed by
a period of silence with a duration > 0 (i.e. not
followed directly by speech). This was the case more
frequently for uhm (69.4%) than for uh (45%).

As a sanity check, we next ran a Bayesian linear
regression model with hurdle log-normal distribution
to check whether filled pause duration, independent
of filled pause type, could actually be shown to be
correlated with the duration of the following silence
at all. Model output unambiguously confirms this to
be the case (mean| = 0.29; 95% CI [0.16, 0.43];
0 ( > 0)=1): longer filled pauses clearly tended to
be followed by longer intervals of silence.

To conclusively establish whether differences
between filled pause types were independent of the
fact that uhm tokens in themselves were typically
considerably longer than uA tokens, we fitted a model
with log-normal distribution to the duration of the
following silence, with speaker and, crucially,
duration of filled pause, as random factors.

We found that silences following usm were indeed
longer than those following uh, regardless of the
duration of filled pause tokens, even though the
difference was quite small (150 ms). More details on
statistical modelling are reported below.

In our main model, we only included observations
where filled pauses were followed by at least 200 ms
of silence (i.e. followed by a new, separate IPU). The
difference between types is presented with uim as the
reference level. Model output shows the difference to
be robust, even though the upper bound of the
credible interval is close to zero (mean| =-0.15; 95%



